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Professional Summary

· Data Engineer with 12+ years of experience designing and maintaining production-grade batch data pipelines on Azure and AWS. Strong expertise in Azure Databricks, Apache Spark, Python, and SQL for large-scale data processing and analytics.
· Hands-on experience with Azure Synapse Analytics, Azure Data Lake Storage Gen2 (ADLS Gen2), and modern data warehousing architectures. Proven ability to design scalable ETL pipelines, optimize complex SQL workloads, and ensure high-performance data processing.
· Skilled in data modelling, relational databases, and data warehousing concepts, with strong focus on data quality, governance, and performance tuning. Experienced in Agile methodologies, Git-based version control, and cross-functional collaboration.
· Experienced in optimizing Delta Lake tables, data models, and Databricks notebooks, focusing on performance tuning, data quality, and scalable data architecture.
· Proven ability to collaborate with cross-functional teams (data engineers, backend developers, analysts, and DevOps) to deliver reliable, end-to-end data solutions aligned with business needs.
· Solid experience implementing CI/CD pipelines using Azure DevOps and Git, following best practices for version control, automated testing, infrastructure deployment, and production releases.
· Comfortable working in Agile/Scrum environments, contributing to design discussions, code reviews, and modernization initiatives to improve system reliability and maintainability.
· Collaborated with AI-assisted development tools to modernize legacy applications, enhance code quality, maintainability, and system reliability.

DATA ENGINEERING HIGHLIGHTS:

· Designed scalable batch and streaming pipelines using Databricks and Spark 
· Expertise in SQL-based transformations and performance tuning 
· Experience handling structured and unstructured data ingestion 
· Strong knowledge of data warehousing and modeling techniques 
· Experience with Azure Synapse + ADLS Gen2 architecture 
· Hands-on with ETL optimization and workflow orchestration.

Technical Skills:
Languages: C#, XML, XSLT, HTML, XSL, Entity Framework, Python, XHTML, CSS, JavaScript, SQL, PL/SQL
Web Technologies: ASP.NET Core, ASP.NET MVC (5/4/3.5), .NET Core (3.1), .NET (4.0/4.5), ADO.NET, WCF, .NET Web Services, ASP.NET, Azure Functions, AJAX, API, HTML, HTML5, CSS
UI Technologies: Angular, ReactJS, jQuery, JavaScript
Cloud Technologies: Azure Databricks, Azure Data Factory (ADF), Azure Service Fabric, Azure Service Bus, AWS, AWS Lambda, Docker, Event Grid, Azure App Services, Blob Storage, EC2, S3, ECS, EKS, Application Insights, API Management, Azure Functions, Azure AD B2C
Web & App Servers: IIS (7.0/8.0), Visual Studio .NET, Microsoft Windows API
Middleware: WCF, SOAP, RESTful API, ADO.NET (4.0/3.5/3.0/2.0)
Databases: MS SQL Server (2010/2014/2016/2017), MySQL, Azure SQL Database, Azure Cosmos DB, DynamoDB, Amazon RDS, PostgreSQL, SSRS, Azure Synapse Analytics, Azure Data Lake Storage Gen2 (ADLS Gen2)
Development Tools: Visual Studio (2008/2010/2013/2015/2017/2019/2022), Visual Studio Code, ReSharper, SonarQube, SSIS (SQL Server Integration Services), SAS (Basic/Intermediate).
Version Control Tools: Team Foundation Server (TFS), GIT, Visual SourceSafe (VSS)
Modeling Tools: UML, MS Visio (2010/2007)
Data Concepts: Data Warehousing, Data Modeling (Star Schema, Snowflake), ETL Optimization

EDUCATION:
· Bachelors in Computer Science and Engineering from JNTU-Hyderabad, India

CERTIFICATIONS
· Oracle Certified: Database Development
· Oracle Certified: Database Administration
· Databricks Certified Data Engineer Associate
· HL7 Certified: Medesun Healthcare Solutions

Professional Experience
State of Ohio – Attorney General’s Office, Columbus, OH                                                         Feb 2024 – Till Date
Data Engineer

· Developed and maintained ETL pipelines using Azure Databricks, PySpark, and Python to ingest, clean, and transform large administrative datasets for organization registration, payment, and annual report filing modules.
· Implemented Delta Lake tables and leveraged Delta Live Tables (DLT) to ensure ACID-compliant storage, reliable batch processing, and consistent data lineage.
· Processed and structured state data related to business registrations, payment transactions, and annual filings, performing data validation, aggregation, and transformation to produce analytics-ready datasets.
· Managed data storage in Azure Data Lake, organizing datasets into raw, processed, and curated layers to maintain quality and enable downstream reporting.
· Designed and maintained production-grade batch data pipelines using Azure Databricks and Spark. 
· Processed both structured and unstructured data from multiple internal and external sources. 
· Integrated data pipelines with Azure Synapse Analytics for downstream analytical workloads. 
· Optimized complex SQL queries for transformation, validation, and reporting. 
· Ensured data governance, security, and quality standards across all pipelines. 
· Optimized processing of large datasets using partitioning, caching, and cluster configuration in Databricks to ensure efficient memory and compute utilization.
· Applied joins, window functions, and aggregations to generate operational metrics, summaries, and reports for modules like organization registration, payments, and annual filings.
· Orchestrated end-to-end pipelines using Azure Data Factory, automating scheduled jobs and monitoring workflow execution.
· Led a team of 5–6 data engineers in designing scalable cloud-native data platforms, providing technical mentorship, sprint planning, architecture guidance, and code review support. 
· Designed and implemented enterprise workflow orchestration solutions using Apache Airflow DAGs for scheduling, dependency management, retry handling, monitoring, and automated recovery of critical ETL workloads. 
· Migrated legacy ETL scheduling frameworks to Apache Airflow 3, improving pipeline reliability, observability, and operational efficiency across enterprise data platforms. 
· Developed reusable Airflow operators, sensors, and parameterized DAG frameworks to standardize enterprise data ingestion and transformation workflows. 
· Integrated Apache Airflow with Azure Databricks, Snowflake, Kafka, and REST APIs to automate end-to-end enterprise analytics pipelines. 
· Established engineering best practices including branching strategies, pull request reviews, coding standards, and CI/CD governance for data engineering teams. 
· Led technical decision-making discussions for scalable distributed data processing architectures using Spark, Kafka, Snowflake, and cloud-native Azure services. 
· Implemented Spark Streaming pipelines for near real-time ingestion, transformation, and processing of high-volume operational and compliance datasets. 
· Built event-driven architectures using Apache Kafka producers/consumers to process streaming transactional data with low-latency analytics capabilities. 
· Designed monitoring and alerting mechanisms for Airflow and Kafka pipelines using Azure Monitor, Log Analytics, and custom operational dashboards. 
· Collaborated with enterprise architects and business stakeholders to define scalable data engineering roadmaps and modernization strategies. 
· Designed and integrated Microsoft Fabric Lakehouse solutions to centralize enterprise analytics workloads and improve data accessibility across business teams. 
· Worked with Fabric OneLake and Data Factory pipelines to streamline ingestion, transformation, and reporting workflows. 
· Leveraged Fabric integrated analytics capabilities with Power BI for unified enterprise reporting solutions. 
· Integrated Azure OpenAI services with Python-based data pipelines to automate document summarization, intelligent classification, and metadata extraction workflows. 
· Developed AI-assisted analytics solutions using Azure OpenAI and Azure Functions to improve operational reporting efficiency and reduce manual data processing efforts. 
· Built intelligent search and compliance reporting workflows using Azure OpenAI embeddings and vector-based document retrieval. 
· Utilized Azure Data Explorer and Kusto Query Language (KQL) for monitoring pipeline execution, log analytics, operational diagnostics, and performance troubleshooting. 
· Developed KQL queries and dashboards for real-time monitoring of ETL workflows, application telemetry, and Azure resource utilization. 
· Designed and implemented scalable solutions using Azure Cosmos DB for handling semi-structured and high-volume transactional datasets. 
· Integrated Cosmos DB with Azure Functions and Event Grid for real-time event-driven processing and low-latency data retrieval. 
· Developed interactive Power BI dashboards with advanced DAX calculations, drill-through reporting, KPI scorecards, and row-level security implementation. 
· Optimized Power BI datasets and incremental refresh strategies for large-scale enterprise reporting environments.
· Delivered processed datasets to Power BI dashboards, enabling state teams to track registrations, payment collections, and annual report compliance effectively.
· Collaborated with cross-functional teams to migrate legacy ETL jobs to modern cloud pipelines, improving reliability and reducing manual intervention.
· Designed and implemented end-to-end serverless architectures with Azure Functions, Durable Functions, Event Grid, and Service Bus, automating workflows and processing high-volume datasets efficiently.
· Developed real-time data ingestion pipelines using Node.js, Azure Blob Storage, and Event Grid/Service Bus to validate, transform, and process incoming records reliably.
· Built Node.js and GraphQL services to modernize legacy compliance workflows, reduce API complexity, and improve data retrieval performance.
· Implemented automated CI/CD pipelines in Azure DevOps, integrating unit tests, API automation, code quality checks, and secure deployment workflows to streamline releases.
· Developed data layers using SQL Server, Oracle, AWS RDS, DynamoDB, implementing optimized stored procedures, indexing, and query performance tuning for high-throughput applications.
· Created Python-based automation scripts integrated with Azure Functions, Blob Storage, and Event Grid for data preprocessing, standardization, and anomaly detection.

American Electric POWER, Columbus, OH                                                          		Sept 2022 – July 2023
Data Engineer   

· Developed ETL pipelines using Databricks and PySpark to process large-scale energy, operational, and employee datasets for analytics and reporting.
· Implemented Delta Lake tables and Delta Live Tables (DLT) to ensure ACID-compliant storage, efficient batch processing, and data reliability for operational metrics.
· Ingested and transformed data from AWS RDS/Aurora, SQL Server, and other cloud data sources, standardizing and aggregating records for downstream reporting.
· Designed and managed real-time streaming pipelines using Kafka to synchronize energy and operational data between source systems and analytics platforms.
· Applied window functions, joins, and aggregations to calculate key operational metrics such as energy generation, consumption, and employee productivity insights.
· Optimized large-scale ETL workflows improving performance and reducing execution time. 
· Troubleshot and resolved data processing and performance bottlenecks in Spark pipelines. 
· Developed and tuned complex SQL transformations for analytics workloads.
· Orchestrated end-to-end ETL workflows using Azure Data Factory, automating pipeline execution, monitoring jobs, and ensuring timely availability of analytics-ready datasets.
· Optimized processing of multi-gigabyte datasets with partitioning, caching, and cluster configuration in Databricks for improved memory utilization and compute efficiency.
· Implemented Azure OpenAI-powered NLP pipelines for intelligent anomaly detection, automated summarization, and predictive operational analytics. 
· Developed real-time streaming applications using Apache Spark Streaming and Kafka for continuous ingestion and processing of operational energy datasets. 
· Designed scalable event-driven architectures using Apache Kafka topics, producers, consumers, and stream processing frameworks to support enterprise analytics platforms. 
· Implemented Apache Airflow orchestration pipelines for automating Databricks jobs, Snowflake data loads, and streaming workflow dependencies. 
· Optimized Spark Streaming workloads through partition tuning, checkpointing, caching strategies, and parallel processing techniques to improve throughput and fault tolerance. 
· Integrated Snowflake with Databricks and Kafka-based ingestion frameworks to support enterprise-scale reporting and near real-time analytics. 
· Conducted technical design reviews and provided mentorship to junior engineers on distributed data processing, streaming architecture, and cloud-native development practices. 
· Developed reusable REST API integration frameworks for ingesting external operational and telemetry datasets into enterprise data lakes. 
· [bookmark: _GoBack]Improved enterprise data reliability by implementing automated Airflow monitoring, SLA tracking, and failure recovery workflows. 
· Integrated AI-driven analytics workflows with Databricks and Power BI to improve forecasting and operational decision-making. 
· Collaborated on proof-of-concept implementations using Microsoft Fabric for unified analytics and centralized reporting architecture. 
· Used KQL queries in Azure Monitor and Log Analytics to analyze streaming pipeline performance and troubleshoot operational issues.
· Collaborated with cross-functional teams to integrate operational and employee data, ensuring data accuracy, consistency, and compliance for enterprise reporting.
· Delivered processed datasets to Snowflake and Power BI dashboards, enabling actionable insights for energy management, workforce monitoring, and operational decision-making.
· Designed and implemented AI/NLP pipelines in Python on AWS and Azure, extracting actionable insights, automating classification, and supporting predictive analytics and forecasting complex datasets.
· Integrated and curated complex operational and employee datasets, ensuring data accuracy, consistency, and compliance with analytics and reporting.
· Designed Python-based data pipelines for data validation, transformation, and anomaly detection, improving reliability and efficiency of large-scale energy datasets.
· Managed version control and CI/CD pipelines using GitHub Enterprise and AWS DevOps tools (CodePipeline, CodeBuild, CodeDeploy), embedding AI-driven feedback loops for early issue detection and continuous improvement.


Data Systems Integration Group, Inc. Dublin, OH                                        			Aug 2015 – July 2022
ETL Developer 

· Developed and maintained end-to-end ETL pipelines using Databricks and PySpark to process large-scale patient and EMR datasets, ensuring clean and structured data for analytics.
· Implemented Delta Lake tables and Delta Live Tables (DLT) to maintain ACID-compliant, reliable storage, supporting both batch and streaming healthcare data pipelines.
· Ingested and structured HL7 messages and other patient records, validating and standardizing data to ensure HIPAA compliance and regulatory accuracy.
· Developed ETL workflows using SSIS packages for data migration and transformation. 
· Assisted in SAS-based data processing and reporting.
· Designed and optimized large-scale data pipelines, leveraging partitioning, caching, and cluster tuning in Databricks to handle multi-gigabyte healthcare datasets efficiently.
· Collaborated with cross-functional teams to migrate legacy ETL processes to cloud-based pipelines, improving reliability, maintainability, and performance for healthcare reporting.
· Developed Python-based automation for recurring data processing tasks, including ingestion, transformation, and anomaly monitoring, improving pipeline efficiency and reducing manual effort.
· Designed and implemented ETL pipelines for multiple healthcare sources (EHR, claims, labs), ensuring data quality, structure, and HIPAA compliance.
· Managed AWS servers using Puppet and Chef, implementing failover, auto-scaling, and load testing for high-availability systems.

Packet Logics Pvt Ltd. 		                                        				July 2013 – June 2015
Software Developer    

· Designed software solutions following Object-Oriented Programming (OOP) principles and developed dynamic, user-friendly interfaces using JavaScript, jQuery, HTML, and CSS.
· Authored DDL/DML scripts in MySQL and created SQL Server 2008 stored procedures, views, and triggers to support business logic and reporting requirements.
· Established and maintained data backup processes in MS SQL, ensuring data integrity and availability, and continuously maintained databases for smooth operations.
· Played a key role in clinical documentation, client tracking, billing, and management reporting processes.
· Utilized Visual Studio 2010 and Team Foundation Server (TFS) for development, version control, and team collaboration.

Pep Systems India Pvt. Ltd. ￼		                                        			June 2011 – May 2013
Software Developer    

· Managed the complete SDLC including requirements gathering, design, analysis, development, and testing, ensuring high-quality deliverables.
· Developed applications using Spring MVC, structuring code for improved maintainability and scalability.
· Wrote code to establish connections to MySQL databases, creating DDL/DML scripts, tables, triggers, and stored procedures to ensure data integrity and security.
· Established and maintained reliable MS SQL Server backup and recovery strategies, minimizing data loss risk and ensuring business continuity.
· Collaborated with development teams to implement responsive design practices, enhancing user experience across devices.
· Contributed to application quality through rigorous testing, validation, and participation in daily/weekly stand-ups for progress review and issue resolution.

	
	
	



	
	
	



